Temporal Instability Forecasting for Early

Operational Risk Prediction in Railway Systems

A Thesis Submitted in
Partial Fulfilment of the Requirements for the Degree of
Master of Technology
in

Computer Science and Engineering

by

Shreyansh Sourabh
Registration No. 2422202

Department of Computer Science and Engineering
NATIONAL INSTITUTE OF TECHNOLOGY SILCHAR
May, 2026



Temporal Instability Forecasting for Early

Operational Risk Prediction in Railway Systems

A Thesis Submitted in
Partial Fulfillment of the Requirements for the Degree of
Master of Technology in

Computer Science and Engineering

by

Shreyansh Sourabh
Registration No. 2422202

Under the Supervision of

Dr. Malaya Dutta Borah

Department of Computer Science and Engineering
NATIONAL INSTITUTE OF TECHNOLOGY SILCHAR
May, 2026



© NATIONAL INSTITUTE OF TECHNOLOGY SILCHAR, MAY, 2026
ALL RIGHTS RESERVED



COMPUTER SCIENCE AND ENGINEERING DEPARTMENT
E‘% NATIONAL INSTITUTE OF TECHNOLOGY SILCHAR

ﬁ'ﬂo ‘%ﬂ (An Institute of National Importance)
% W S SILCHAR, ASSAM, INDIA — 788010
/ef//IZ/IEOFTEQ\\‘\B@B Fax: (03842) 224797 Website: http://www.nits.ac.in
Declaration

Thesis Title: Temporal Instability Forecasting for Early Operational Risk
Prediction in Railway Systems.

Degree for which the Thesis is submitted: Master of Technology

I declare that the presented thesis represents largely my own ideas and work in my
own words. Where others ideas or words have been included, I have adequately cited
and listed in the reference materials. The thesis has been prepared without resorting
to plagiarism. I have adhered to all principles of academic honesty and integrity. No
falsified or fabricated data have been presented in the thesis. I understand that any
violation of the above will cause for disciplinary action by the Institute, including
revoking the conferred degree, if conferred, and can also evoke penal action from the
sources which have not been properly cited or from whom proper permission has not

been taken.

Signed: Shreyansh Sourabh
2422202

Date:

il


http://www.nits.ac.in

COMPUTER SCIENCE AND ENGINEERING DEPARTMENT
E‘% NATIONAL INSTITUTE OF TECHNOLOGY SILCHAR

ﬁ'ﬂo ‘%ﬂ (An Institute of National Importance)
%% W § SILCHAR, ASSAM, INDIA — 788010
g Pax: (03842) 224797 Website: http://www.nits.ac.in

Certificate

It is certified that the work contained in this thesis entitled “Temporal Instability
Forecasting for Early Operational Risk Prediction in Railway Systems” sub-
mitted by Shreyansh Sourabh, Registration No. 2422202 for the M.Tech is based

on his own work carried out under my supervision.

Place: Dr. Malaya Dutta Borah
Date: Department of Computer Science and Engineering

National Institute of Technology Silchar


http://www.nits.ac.in

Abstract

Railway dispatch systems already log nearly everything that goes wrong on a network.
Delays, cancellations, the cause text of each incident, all of it sits in the database.
What is a bit odd is that none of this gets rolled up into a single number that tells
an operator how stressed the system actually is. Most action happens only after a
disruption is big enough for passengers to feel it, and there isn’t really a clean way to
look a few weeks ahead. This work tries to fill that gap. It proposes the Operational
Instability Index (OII), a bounded weekly score in [0, 1], built from the openly available
Belgian Railway incident data between January 2019 and January 2026 (891 records
spread across 318 weeks). The OII is put together from six Min-Max normalised
features: weekly incident frequency, total delay minutes and cancellation counts, plus
the deviation of each from an eight-week rolling baseline. The two groups are then
added as a weighted sum, with the absolute components carrying weight 1.0 and the
deviation components 0.5. We chose lower weights for the deviations because that series
is clearly noisier. An exponential moving average is then applied; without smoothing
the lag-1 autocorrelation of the series is very low and forecasting is more or less hopeless.
Before fitting anything, a natural log transform is used to cut the right skew (skewness
drops from 1.91 to 0.67), and both ADF and PP tests confirm stationarity, so no
differencing was needed. Four classical time-series models, ARIMA, SARIMAX with
Fourier harmonics, Facebook’s Prophet, and Holt-Winters exponential smoothing, were
trained on 253 weeks and evaluated using a rolling one-step-ahead scheme on a 65-week
held-out window. An inverse-RMSE weighted ensemble of the four reaches RMSE
= 0.0319 and MAPE = 17.57% on the original OII scale. That is the best of every
configuration we tried, although the margin over the individual SARIMAX and ARIMA
fits is small (and not statistically significant under the Diebold-Mariano test). The
forecasts are then mapped into a three-tier probabilistic early warning scheme (Critical,
High, Elevated, Low) using percentile thresholds derived only from the training period,
to avoid any leakage. The result is a simple, interpretable instrument that hands
operators a twelve-week probabilistic outlook on operational health, instead of yet

another post-mortem after a bad week.
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CHAPTER 1

Introduction

A railway network is basically a row of dominoes running on a fixed schedule. The
timetable is tight, rolling stock keeps cycling between services, and platforms have to
be cleared on time, so a hiccup at one junction can pull down a dozen downstream
trains within an hour or two [1]. The control rooms managing these networks already
have very good descriptive tools. They show train positions live, log every incident,
and put out monthly punctuality reports. What I felt was missing, when I started
poking around this problem, is a single forward-looking number that an operator can
glance at and say “the next few weeks are going to be unusually rough”. Decisions are

still, by and large, reactive.

There is plenty of work on predicting the delay of a single train [2-4]. Those methods
are well developed and they do work. But they usually look at one train, one cause, or
one piece of infrastructure. They are not built to roll up network-wide signals into a
single, time-indexed picture of how the system is doing. The slightly different question
of how stressed is the overall network going to be in the next few weeks has had much

less attention. That is the question this thesis tries to answer.

The motivation is also pretty practical. Rail is critical infrastructure. Every recurring
instability event carries a direct cost (compensation, lost freight revenue, extra crew
shifts) and a slower-moving cost in terms of public trust. Despite this, no widely used

numeric measure of overall operational health really exists, nothing like the volatility



index for the stock market or a heat-stress index. This work tries to put one such

measure on the table for the railways and forecast it.

Concretely, the contribution is the Operational Instability Index (OII), a bounded
weekly composite score that brings together delay, cancellation and incident frequency
information along with their short-term deviations from a rolling baseline. Four time-
series models are trained on the OII series, and the best combination is then used to
produce a twelve-week probabilistic outlook. The forecasts are mapped into a three-tier
probabilistic early-warning scheme that an operator can act on. Belgian Railway data
from 2019 to 2026 is used as the testbed, mainly because Infrabel publishes its incident

records openly, while many other operators do not.

1.1 Motivation

The motivation for this work crystallised gradually while exploring the Infrabel dataset,
and is best summarised as a small set of observations rather than a single neat thesis

statement:

i. Railway operations are tightly coupled. A late arrival at one junction does not
stay local. It ripples through several downstream services within the same shift,

sometimes for the rest of the day.

ii. Most existing monitoring is reactive. Reports are generated after a visible disrup-

tion. There is no widely-used quantitative early-stage indicator of system stress.

iii. In the data, what looks like an upcoming bad week is often preceded by a cluster
of smaller events, a few extra cancellations, slightly elevated delay counts, spread

across several days. These signals exist but are usually treated separately.

iv. Without a numerical instability measure, it is genuinely hard for a dispatcher (or
a planner) to argue for pre-emptive action: there is no shared yardstick to point

at.



v. A calibrated index, even an imperfect one, would allow patterns to be compared
across weeks and seasons, which is something operational reports currently do only

informally.

vi. Finally, an index that can be forecast, even a few weeks ahead with modest ac-
curacy, opens the door to small but useful preventive measures: extra crew on

standby, tighter monitoring of high-risk junctions, and so on.

1.2 Issues and Challenges

Building a composite instability index is conceptually simple but, as is often the case,

the details bite. Several issues emerged during the work:

1. Mixing apples and oranges. Delay minutes, incident counts and cancellations
live on totally different units, ranges and statistical behaviour. Adding them naively lets
the biggest-magnitude variable (delay minutes) swamp everything else. Normalisation

and weighting cannot be avoided, and the choices there are partly judgement calls.

2. Skewness and (apparent) non-stationarity. Incident data is bursty by nature.
Most weeks are quiet, a few are really bad. The series ends up heavily right-skewed
and looks non-stationary at first glance. ARIMA-family models do not like either of

those, so a transformation step is needed before any modelling.

3. Leakage from the scaler. A subtle mistake I made early on was fitting the
Min-Max scaler on the whole series before splitting train and test. That quietly leaks
information from the test period back into training. Keeping the scaler strictly time-

aware ended up being important.

4. Seasonality is moderate, not strong. Railway operations have weather, hol-
iday and maintenance cycles, but the seasonal signal in seven years of data is not
overwhelming. So picking SARIMAX over a non-seasonal model is a judgement call,

not an obvious win.



5. Not very much data. 318 weekly observations sounds fine until you try to fit
a 52-week seasonal component on it. That leaves barely six full annual cycles. Some

models (HW-ETS especially) really struggle here.

6. Threshold calibration. Mapping a continuous forecast into discrete alert levels
needs thresholds that mean something operationally. Too sensitive and the system

cries wolf. Too lax and it misses real events. There is no universal answer here.

7. Horizon vs. accuracy. A planner usually wants a 4 to 12 week outlook, but the
longer the horizon the more the forecast collapses toward the historical mean. Some

compromise is needed, and it should be made explicit to the user.

1.3 Problem Statement

Railway networks today don’t have a unified, periodic measurement of overall opera-
tional instability. Delay statistics, cancellation counts and incident logs are produced
and analysed largely on their own, and there is no widely used composite index one can
track over time, forecast a few weeks ahead, and use to trigger early warnings before
small disturbances pile up into a large-scale breakdown. The aim of this work is to

build such an index, and a forecasting framework around it.

1.4 Objectives of the Thesis

Based on the gaps identified above, the objectives that guided this work are:

i. To aggregate the raw Belgian Railway incident records into a structured weekly
dataset at the system level, using a rolling window so that the aggregation is

comparable across time.

ii. To preprocess and normalise the aggregated features so that no single dimension
(typically delay minutes) dominates the final score, while keeping the operations

leakage-free.



iii. To define and compute a weighted Operational Instability Index (OII) that com-
bines both the absolute disturbance and its deviation from a recent baseline, since

the two carry complementary information.

iv. To train a small set of time-series forecasting models (ARIMA, SARIMAX with
Fourier harmonics, Prophet, HW-ETS) on the OII series and to combine them
through an inverse-RMSE weighted ensemble.

v. To evaluate the forecasts honestly, including against naive baselines and a Diebold—
Mariano test, and to wrap the best model in a three-tier probabilistic early-warning

scheme (Critical / High / Elevated / Low) with a twelve-week probabilistic horizon.

1.5 Organization of the Thesis

The remainder of the thesis is organised into six chapters.

Chapter 1: Introduction. The present chapter, background, motivation, the prob-

lem, and what this work sets out to do.

Chapter 2: Literature Review. Goes over work on train delay prediction, time-
series methods used in railway monitoring, and the small but growing literature on

early-warning / composite indices. It ends with the four gaps that this thesis tries to
fill.

Chapter 3: Methodology. Walks through the data pipeline end to end: how in-
cidents are aggregated to a weekly level, how the rolling baseline and deviations are
formed, the normalisation step (and where the leakage trap is), and the actual OII for-

mula. The pre-forecasting analysis (log transform, stationarity, decomposition, ACF /-
PACF) is also described here.

Chapter 4: System Architecture and Model Training. Lays out the four fore-
casting models, the data split, the grid-search ranges and the ensemble combination

rule. It also describes how the early warning thresholds are derived.

Chapter 5: Experimental Results and Discussion. Reports everything that

was actually measured: OII characterisation, transformation and stationarity results,



model accuracies (with Diebold-Mariano significance and a sensitivity check), residual
diagnostics, the early-warning evaluation, and a discussion of what worked and what

did not.

Chapter 6: Conclusion and Future Work. Sums up the contribution and lists the

things that, with more time, would be the natural next steps.



CHAPTER 2

Literature Review

This chapter is a fairly tight review of the literature that shaped the approach taken
here. The actual reading went broader than what is reported. Several papers on
signalling and rolling-stock reliability that turned out not to be directly relevant. What
remains is grouped into four threads: train delay prediction, time-series methods used
for railway monitoring, early-warning and composite-index approaches, and a closing

summary of the gaps that motivated this work.

2.1 Train Delay Prediction

The most mature stream of work on this topic is single-train delay prediction. Span-
ninger et al. [1] give a useful systematic review that splits the literature broadly into
event-driven models (which propagate a known delay through the timetable using
analytical rules) and data-driven models (which learn delay patterns from historical
records). Their main practical takeaway, which I came back to several times, is that
data quality dominates model choice. They also argue, correctly in my view, that

hybrid event/data approaches are likely to do better than either family on its own.

Tiong et al. [2] extend that picture with a review of 56 data-driven papers and propose

a three-stage evaluation framework (design, modelling, evaluation). Their advice to



use multi-output models, external validation, and explainability components reads as

common sense once stated, but is rarely followed in the papers they survey.

Pineda-Jaramillo et al. [3] take an applied angle on freight rail, using XGBoost and
Light GBM with engineered weather and congestion features. Their result, that ensem-
bles beat single models and weather /congestion features matter, is not surprising, but
the size of the improvement is informative when deciding how much effort to spend on

feature engineering.

Liu et al. [4] are interesting for a slightly different reason. They show that NLP
features extracted from the text description of an incident cause add real predictive
value beyond the numeric operational data. The Belgian dataset used here also has a
textual description column. Although I did not exploit it, this paper makes a strong

case that doing so should help.

Wu et al. [5] report a hybrid analytical LSTM/GRU model and find that the hybrid
generalises better than either component alone. The pattern, a physics-based skeleton

plus a learned residual, recurs in several other applied domains and seems robust.

2.2 Time-Series Methods in Railway Monitoring

Lourenco et al. [6] survey the use of ARIMA, LSTM and CNN models for railway wheel
and track condition monitoring. Their take-away is that decomposition combined with
deep learning works well on non-stationary sensor data. The same combination doesn’t
transfer obviously to incident-level operational data, where the sample rate is much

coarser and the series is much shorter.

Shaikh et al. [7] compare Random Forest, SVM and XGBoost on auxiliary power unit
sensor data in urban metros. They report Random Forest as the best balance of accu-
racy and interpretability. The lesson I took from this paper was more methodological
than substantive: in operational settings, interpretability often matters more than the

last percentage point of accuracy.



2.3 Early Warning and Composite Index Approaches

The literature on composite indices in railways is much thinner than the delay-prediction
literature. Zhang et al. [8] build a Pressure-State-Response (PSR) model with system
dynamics for ecological health early warning around railway construction. The appli-
cation is ecological rather than operational, but the architectural pattern, composite

index + forecasting + alerts, is essentially the same one used here.

Fernandes et al. [9] use LSTMs with sparse-time-series handling for remaining-useful-life
prediction on tracks. Their emphasis on dealing with missing and irregular observations
is a recurring theme in railway data, and was relevant when deciding what to do with

the small number of weeks that contain zero incidents.

Bris-Penalver et al. [10] survey Al-based predictive maintenance for fixed railway infras-
tructure. Their headline finding is that data integration across heterogeneous sources,
rather than model sophistication, is the principal barrier to deployment. This matches

my own (admittedly limited) experience with the Infrabel dataset.

2.4 Summary of Literature

Table 2.1 summary of the literature reviewed, highlighting methodology and inferences

from each study.
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TABLE 2.1: Summary of Literature Review

Ref. | Author & | Title Methodology Inferences
Year
[1] Spanninger et | Train Delay Predic- | Systematic review cate- | Identified need for hybrid

al., 2022

tion Review

gorising event-driven and

models; highlighted data

data-driven prediction | quality as critical factor
approaches
[2] Tiong et al., | Data-Driven Train | Comprehensive 3-stage | Recommends multi-output
2023 Delay  Prediction | framework (design, mod- | models, external validation,
Review elling, evaluation) covering | and model explainability
56 papers
[3] Pineda- Freight Rail Delay | Ensemble ML (XGBoost, | Weather and congestion fea-
Jaramillo et | Prediction LightGBM) with feature en- | tures improve accuracy; en-
al., 2023 gineering for freight delays | semble methods outperform
single models
[4] Liu et al., 2023 | HSR Delay Propa- | NLP-based causal text min- | Text-based cause features
gation Prediction ing combined with neural | improve prediction by cap-
networks for delay propaga- | turing contextual informa-
tion tion
[5] Wu et al., 2025 | Hybrid Train Delay | Hybrid analytical 4+ deep | Hybrid models achieve bet-
Prediction learning (LSTM/GRU) | ter generalisation; analyti-
combining  physics and | cal components improve in-
data-driven models terpretability
[6] Lourengo et al., | Time Series Mining | Survey of time-series meth- | Time-series decomposition
2024 for Railway Moni- | ods (ARIMA, LSTM, CNN) | with deep learning effective
toring for wheel and track moni- | for condition monitoring
toring
[7] Shaikh et al., | Urban Railway | ML models (RF, SVM, XG- | Predictive maintenance
2024 Predictive Mainte- | Boost) applied to APU sys- | reduces downtime; Ran-
nance tems in urban rail networks | dom Forest provides best
accuracy-interpretability
balance
8] Zhang et al., | Ecological Health | PSR (Pressure-State- | System dynamics approach
2024 Early Warning for | Response) model  with | effective for ecological gov-
Railroad Projects system dynamics for eco- | ernance during construction
logical assessment phase
[9] Fernandes et al., | Sparse Time-Series | LSTM deep learning with | Sparse measurement han-
2025 RUL Modelling sparse time-series handling | dling critical for deploy-
for Remaining Useful Life | ment; health-state mod-
prediction elling improves RUL accu-
racy
[10] | Bris-Penalver et | AI-Enabled Predic- | Comprehensive survey of | Al-based maintenance re-

al., 2025

tive  Maintenance

Survey

ML/DL methods for fixed
railway infrastructure main-

tenance

duces costs; data integra-

tion across sources remains

a challenge
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2.5 Research Gaps

These four gaps stood after reading the above work together which are addressed in

this thesis.

Gap 1: Delays and cancellations are studied separately. Most of the prediction
literature treats delay minutes and cancellation counts as separate target variables.
Very few papers try to combine multiple disruption signals into a single operational
picture, even though dispatchers in practice do that combination informally all the

time.

Gap 2: No widely accepted instability index. Punctuality is reported as a per-
centage, delays in minutes, incident counts as integers. There is no standard composite,
bounded score for “how unstable was this week” that an operator can track over time

the way a meteorologist tracks a heat index.

Gap 3: Early-warning systems are rare in operational railway monitoring.
The few early-warning papers that exist are concentrated in adjacent domains (eco-
logical health, infrastructure RUL) rather than in the day-to-day stability of train

operations.

Gap 4: Time-series forecasting of a composite index is largely unexplored.
Time-series methods have been applied to delay series and to sensor signals, but ap-
plying them to a single aggregated instability index, and using the forecasts to drive

an alert, doesn’t appear to have been done in this exact form.

Taken together, these four gaps directly motivate the OII formulation and the forecast-

ing/EWS pipeline developed in the rest of the thesis.



CHAPTER 3

Methodology

This chapter walks through the full pipeline used to compute the Operational Instability
Index (OII) and get it ready for forecasting. The order in which the steps are presented
is also the order in which they were eventually settled on. It took a few iterations to
get there, and a couple of approaches that did not work are flagged as they come up.
There are four phases: dataset preparation, weekly aggregation with a rolling baseline,
normalisation and the OII formula itself, and a pre-forecasting analysis. Figure 3.1

summarises the whole flow.

12
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Phase 7

Belgian Railway Incident Dataset (2019 —2026)

'

Weekly Aggregation F;, Dy, C,

,

Rolling Baseline (k=8) — Deviations AF;, AD;, AC

!

Min-Max Normalisation — Weighted OII Composite — EMA Smoothing of OII Series

.

Log Transform y; = log(OIlL; + ¢)

'

Stationarity Tests (ADF / PP)

,

Seasonal Decomposition  (STL)

!

ACF / PACF Analysis

Forecasting Models

SARIMAX

+ Fourier

_____________________________________________________

X ARIMA Prophet HW —-ETS

Inverse-RMSE Weighted Ensemble Forecast

!

Early Warning System

F1cure 3.1: End-to-end methodology workflow.
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Figure 3.1 shows the full pipeline from start to end. The input at the top is the
Belgian Railway incident dataset covering January 2019 to January 2026. In Phase 1,
each incident is mapped to its ISO calendar week and three weekly aggregates are
computed: incident count F;, total delay in minutes D;, and number of cancelled
trains C;. Phase 2 then builds a shifted 8-week rolling average for each of these three
quantities to use as a local reference baseline, and measures how far the current week sits
from that baseline, giving the deviation terms AF;, AD;, and AC;. The one-step shift
is deliberate so that the baseline for week t uses only the preceding k weeks and never
the current week itself. Phase 3 brings all six raw features to a [0, 1] range by min-max
normalisation, combines them into the OII composite score using a weighted sum where
the absolute-level components carry twice the weight of the deviation components, and

finishes with an EMA of span 4 to reduce high-frequency noise in the series.

The next four blocks in the figure, Phases 4a to 4d, form a sequential diagnostic chain
that is done before any model is fitted. Phase 4a applies a log transform to the OII
series to pull in the right-skewed tail. Phase 4b checks stationarity using the Augmented
Dickey-Fuller and Phillips-Perron tests. Phase 4c¢ runs STL decomposition with a 52-
week period to see whether any yearly seasonal pattern exists. Phase 4d inspects ACF
and PACF plots to get starting estimates of the AR and MA orders. The results of all

four diagnostics inform the model choices in the next stage.

Phase 5 runs four forecasting models in parallel on the diagnosed log-OII series: a plain
ARIMA, a SARIMAX with Fourier terms to handle seasonality, Facebook Prophet, and
the Holt-Winters ETS model. In Phase 6 the four individual point forecasts are merged
into one ensemble prediction using inverse-RMSE weights, meaning a model that made
larger errors on the validation set gets a smaller share in the final output. The ensemble
forecast is then passed to the three-tier Early Warning System in Phase 7, which assigns

each future week one of four risk labels: Critical, High, Elevated, or Low.

3.1 Dataset Description

The data used here is the publicly available Belgian Railway incident dataset published
by Infrabel [11]. It covers January 2019 to January 2026, a little over seven years. Each
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row give the incident date, the affected railway line, the affected place name, a text

description of the cause, the resulting delay in minutes and the number of cancelled

trains.
TABLE 3.1: Belgian Railway Dataset Summary
Attribute Value
Data Source Infrabel Open Data
Time Period January 2019 — January 2026
Total Incident Records 891
Total Weeks Covered 318
Number of Unique Railway Lines 86
Unique Locations 275
TABLE 3.2: Key Data Columns
Column Description
Incident Date Date the incident
Railway Line Affected railway line
Place Location of the incident

Incident  Descrip- Text description of the incident

tion
Delay Minutes Delay (in minutes)
Cancelled Trains Number of trains cancelled

3.2 Phase 1: Incident Structuring and Weekly Ag-

gregation

I think that the natural time unit for an operator is a claendar week. The problrm with
daily resolution is that it is too noisy. There are too few individual incidents. Monthly
resolution would smooth out exactly the sort of the short-term escalation we want to

detect. Hence, incident timestamps are aligned to ISO week numbers. For each week
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t, three system-level aggregates are computed:

F, = i1 (3.1)
=1

D, = Z delay;, (3.2)
i=1
Cy = Z cancelled; (3.3)

i=1
where F; is the incident frequency, D; the total delay in minutes and C; the total

cancellations in week ¢.

All incidents are aggregated network-wide. The weekly aggregation produce 318 ob-

servations, with an average 2.80 incidents per week.

TABLE 3.3: Sample Structured Weekly Dataset

Week Frequency (F;) Delay (D;) Cancelled (C;)

2019-W01 5 73 1
2019-W02 3 45 0
2019-W03 4 52 0
2019-W04 2 28 0

3.3 Phase 2: Historical Baseline and Deviation Mod-
elling

A single absolute value of Dy, F;, Cy cannot say whether a week is not normal. Opera-
tionally, what matter is whether this week is worse than the past few weeks. To express

that, a shifted k-week rolling average is computed for each of the three aggregates:

DtZEZDi, FtZEZFi, Ct:% C; (3.4)
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The window size k = 8 weeks was picked after some experimentation. Smaller values
(k = 4) were too jumpy. Larger values (k = 12,16) smoothed away exactly the short-
term escalation the index is supposed to capture. Note the one-step shift: the baseline
for week t uses weeks t—k to t—1 only, never including ¢ itself. Without that shift, the
baseline would peek at the current observation, which is a (mild) form of look-ahead

bias.

The deviations are then
ADt - Dt - Dt, AE - E - Ft, ACt - Ct - ét (35)

A positive value means the week is worse than its eight-week neighbourhood; a negative

value means it is calmer.

3.4 Phase 3: Normalisation and OII Formulation

The six raw features (F, D, C, AD, AF, AC) live on totally different scales. D is in
the tens of thousands of minutes per week, F' is in single digits. They are brought to a
common [0, 1] range by Min-Max normalisation. Importantly, the scaler is fitted only
on the training period (weeks up to 2024-08-31) and then applied to the test period.
Doing it the other way round silently leaks future information back into the training
set, and I learned this the hard way after an early version of the model gave suspiciously

low test errors:
Ft,7 D1,E7 01{7 AD:&: AF;E/’ ACz{ € [07 1] (36>

The OII for week t is then a weighted sum of all six normalised components:

1

Oll; = T (w1 F} + wo D, + w3C) + wiAD; + ws AF) + weAC)) (3.7)

The absolute components (F’, D', C') get wy_3 = 1.0 and the deviation components
(AD'; AF', AC") get wy_¢ = 0.5, so W = 4.5. The intuition is that absolute level is
a more stable signal than first differences, and weighting deviations less reduces high-

frequency jitter without throwing away the spike information they carry. A sensitivity
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analysis later in Chapter 5 confirms that the result is not very sensitive to this choice.

The construction guarantees 0 < OII; < 1, which is a nice property for a “stress index”.

Finally, an exponential moving average (EMA) with span = 4 is applied. Without it,
the lag-1 autocorrelation of the OII series is around 0.06. After smoothing it climbs to

about 0.59, which is a much more better.

3.5 Phase 4: Pre-Forecasting Data Analysis

Before fitting any forecasting model, three preparatory data analysis are performed.

Each one have a concrete effect on the choice of model.

3.5.1 Data Transformation

The raw OII series is right skewed with skewness = 1.91, and kurtosis = 5.98. Most

weeks are mild, but few are severe. A natural log transform is applied:

OII, = In(OIL,) (3.8)

This transformation reduce skewness to 0.67 and kurtosis to 0.59. After forecasting,

predictions are back-transformed via 6ﬁt = exp(6ﬁ;) to recover the original.

3.5.2 Stationarity Testing

Stationarity of OII; is verified using two complementary tests:

e Augmented Dickey-Fuller (ADF): Null hypothesis Hy: unit root present
(series is non-stationary). Rejected if p < 0.05.

e Phillips-Perron (PP): A non-parametric variant of the ADF test, robust to

serial correlation and heteroscedasticity.
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If the series is non-stationary, first-order differencing is applied:

Y/ =Y, —Y, 1 (first-order differencing, d = 1) (3.9)

3.5.3 Seasonality Detection

Additive seasonal decomposition with period s = 52 weeks separates the log-OII series

into trend, seasonal, and residual components:

where T} is the trend, S; the seasonal component, and R; the residual. Seasonal strength
is quantified as 0%/(0% 4+ 0%). A value exceeding 0.1 indicates that seasonal modelling

1s warranted.

3.5.4 ACF and PACF Analysis

The Autocorrelation Function (ACF) measures correlation between Y; and Y;_; at var-
ious lags k and is used to determine the MA order (¢). The Partial Autocorrelation
Function (PACF) measures direct correlation between Y; and Y, j, removing interme-

diate lag effects, and is used to determine the AR order (p).

TABLE 3.4: Parameter Identification from ACF/PACF Patterns

Pattern ACF PACF
AR(p) process Gradual decay Sharp cutoff after lag p

MA(q) process Sharp cutoff after lag ¢ Gradual decay
ARMA (p,q) Gradual decay Gradual decay




CHAPTER 4

System Architecture and Model
Training

4.1 Overview

This chapter describes the forecasting models we tried, the train/test split, how the
model parameters were chosen, and the design of the early-warning layer that sits on top
of the forecasts. All models are fit on the log-transformed series OII, = In(OIL,), and
the predictions are back-transformed to the original [0, 1] scale before any evaluation
or alert is generated. Working in log space turned out to noticeably improve residual
behaviour, especially for ARIMA and SARIMAX.

4.2 Data Split

A strict chronological split is used. The test set sits entirely after the training set, so
there is no possibility of a future week influencing a model fit:

e Training set: 2019-WO01 to 2024-W35 (253 weeks, up to 2024-08-26)

e Test set: 2024-W36 to 2026-W12 (65 weeks, from 2024-09-02)

20
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A random shuffle would have been simpler but it would have been wrong here. The
whole point is to test the models in the same forward-only mode they would be used

in production.

4.3 Forecasting Models

Four fairly different model families were tried, partly to see which fits best and partly

because the eventual ensemble benefits from genuine diversity.

4.3.1 ARIMA

A standard ARIMA(p, d, q) was the first thing to try. It is the obvious baseline for a

stationary univariate series:
p q
Y, =c+ Z OiYi—i + Z i€ + € (4.1)
i=1 j=1

where ¢ is a constant, ¢; are the AR coefficients, 6; the MA coefficients and ¢, white

noise.

A grid search was run over p € {0,...,4}, d € {0,1}, ¢ € {0,...,4}, 50 combinations
in total, with AIC as the selection criterion. The winner was ARIMA(0, 0,4) with AIC
= 24.89. The fact that p = 0 was selected was mildly surprising at first. On reflection
it lines up with the strong MA character of the post-EMA series.

4.3.2 SARIMAX with Fourier Harmonics

A classical SARIMA with explicit seasonal AR/MA orders was tried first but proved
hard to fit reliably with only ~5 full annual cycles in the training set. Following Hyn-
dman’s recommendation for long seasonal periods, the seasonality is instead expressed

through Fourier exogenous regressors fed into a SARIMAX:

z(t) = sin(27kt/s), wpyx(t) = cos(2mkt/s) (4.2)
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with s = 52 and K the number of harmonic pairs.

A two-stage search was used. First the non-seasonal (p,d, q) is fixed to the ARIMA
winner, then K € {1,2, 3} and a small range of ARIMAX orders are searched. The best
configuration was SARIMAX(2,1,4) with K = 1 Fourier pair (AIC = 25.98). Higher

K overfit and gave worse out-of-sample performance.

4.3.3 Prophet

Prophet [12] was included largely as a robustness check from a different family. It is

an additive regression model:
y(t) = g(t) + s(t) + h(t) + & (4.3)

with a piecewise-linear trend ¢(t), Fourier-based seasonality s(t), and holiday effects
h(t) (the latter unused here).

The configuration eventually used:

e 25 changepoints with changepoint_prior_scale = 0.1 and changepoint_range
=09

e A custom 8-week seasonality (Fourier order = 4) to match the rolling-baseline
window

e Annual seasonality with Fourier order = 10

Default weekly and daily seasonalities disabled (the data is already weekly)

Additive seasonality

Default models were worse fit. changepoint_prior_scale reduced overfitting on the
trend.
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4.3.4 Holt-Winters Exponential Smoothing (HW-ETS)
Damped additive trend with additive seasonality at period m = 52 weeks:

Jern = b+ "0y + St1h-m (4.4)

with ¢; the level, b; the trend, s; the seasonal component, and ¢ < 1 the damping factor.
Damping was included specifically to stop the long-horizon forecasts from extrapolating
linearly off into space, which the undamped version was prone to do. Parameters are
estimated by maximum likelihood and 95% confidence intervals are obtained from a
500-replication bootstrap. With less than five complete annual cycles in training, the

seasonal estimate here is fragile, and that shows up in the test results.

4.3.5 Ensemble

The ensemble forecast at each step is a simple inverse-RMSE weighted combination of

the four base predictions:

1/RMSE,),
> i1 1/RMSE;

4
=3 an V™, an = (45)
m=1

where RMSE,, is the test-period RMSE of model m. The resulting weights are SARI-
MAX 0.272, ARIMA 0.270, Prophet 0.241, ETS 0.216, not very far from uniform,

which suggests the four models contribute fairly comparably.

4.4 Evaluation Metrics
Three fairly standard error metrics are reported:

1 — R
MAE = - Z lye — Uil (4.6)

t=1
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S|

> (=)’ (4.7)

RMSE = \l
1

n Z
t=1

Yt

(4.8)

Metrics are reported on both the log scale (where the models actually live) and the

original OII scale (which is what an operator would care about).

All models are evaluated using a rolling one-step-ahead scheme over the 65 test weeks.
For ARIMA and SARIMAX, the parameters are estimated once on the training set;
after each one-step forecast, the true observation is fed into the Kalman filter without
re-estimating coefficients. The first version I wrote did multi-step forecasts in one shot
from the end of the training set, and the predictions all collapsed onto the historical
mean within a few weeks. The rolling scheme is much closer to how the model would

actually be deployed.

4.5 Probabilistic Early Warning System Design

Alert thresholds are derived from percentiles of the OII series on the training period
only. Using the full series would leak test-period information back into the threshold

definition:

Tro = Pro(Ollyain),  Ts0 = Pso(Ollirain),  Too = Poo(Olliain) (4.9)

A naive point-based alarm rule (e.g. classify week t + h as HIGH RISK if 6ﬁt+h > Tyo)
is misleading beyond a few weeks. The OII series is stationary and mean-reverting,
so multi-step point forecasts progressively converge to the historical mean, and the

resulting alarm flattens. The EWS is therefore reported in three honest tiers:

e Tier 1 (1-week operational alarm): the next-week point forecast 6ﬁt+1 to-
gether with its 95% confidence interval; deployable for next-week dispatch deci-

sions.
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e Tier 2 (4-week tactical outlook): weekly ezceedance probabilities P(OHHh >
T,) for h € {1,...,4}, used for resource planning.

e Tier 3 (extended outlook, weeks 5—12): exceedance probabilities only. Point
forecasts are omitted because they are not operationally meaningful at that hori-

ZOo1.

Exceedance probabilities are computed analytically from the ensemble’s predictive dis-
tribution. Letting p;., and o1, denote the ensemble mean and standard error on the
log-OII scale at horizon h, the probability of exceeding threshold 7" is

P(OT 4, >T) = 1 — o Lot ), (4.10)

Ot+h

where ® is the standard normal CDF. The ensemble standard error combines per-model

variance with the inter-model spread (model uncertainty).

The Tier-1 alert category is mapped from P(OIIzTgo):

(CriTicaL  if P(Oll,y > Tag) > 0.50

HicH if 0.30 < P(OIl;; > Typ) < 0.50
Alertt+1 = o ( = 80) (411)

ELEVATED if 0.15 < P(OIl,4; > Tyo) < 0.30

{ Low otherwise

To support multi-step probabilistic forecasting, the deployment SARIMAX is aug-
mented with two deterministic calendar regressors on top of the Fourier harmonics: a
Belgian public-holiday-week indicator and a school-break indicator. These are known
with certainty for any future date, providing genuine forward-looking exogenous infor-

mation. A 12-week rolling forecast is generated for operational deployment.



CHAPTER 5

Experimental Results and

Discussion

This chapter reports what actually came out of the pipeline described in the previous
two chapters: the OII series itself, the pre-forecast diagnostics, the model accuracies,
the residual checks, and the early-warning evaluation. Any unexpected results are

openly reported. The discussion at the end aims to contextualize the findings.

5.1 OII Characterisation

5.1.1 OII Time Series

In Figure 5.1, the calculated value of the OII is plotted against the weeks, which span
a period of 318 weeks. Prior to applying the EMA filter, the OII varies between 0.021
and 0.781, but after the filtering process, it becomes more constrained between 0.079
and 0.488. The apparent peaks observed during the middle part of 2019, the late part
of 2022, and the late part of 2023 /early 2024 correspond to weeks in which Infrabel

registered extreme values of delay and cancellation occurrences.

26
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Operational Instability Index (OIl) Over Time
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FIGURE 5.1: OII Time Series, January 2019 — January 2026 (318 weekly observa-
tions)

5.1.2 OII Distribution

The OII distribution shown in Figure 5.2 is what we would expect from an incident-

driven series: most weeks occur between 0.05 and 0.20 with an extremely long right
tail consisting of rare bad weeks.

Oll Distribution (318 weekly observations)

= Mean: 0.157

40

Oll Score

FIGURE 5.2: OII Score Distribution (skewness = 1.91, excess kurtosis = 5.98)

Table 5.1 gives the descriptive statistics. With a mean of 0.157 and a median of 0.148,
the bulk of weeks really are operationally calm. The skewness of 1.91 is a reminder

that the few bad weeks are quite a lot worse than typical.
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TABLE 5.1: OII Descriptive Statistics (318 Weeks)

Statistic Value
Count 318 weeks
Mean 0.157
Median 0.148
Std Dev 0.055
Min 0.079
Max 0.488
Skewness 1.91
Excess Kurtosis 5.98

5.1.3 OII Component Breakdown

Figure 5.3 demonstrates the weekly contribution of each of the six normalised com-
ponents to the calculation of the OIIl. There are two main observations that need to
be made here. Firstly, absolute components F’ and D’ make a rather constant “base-
line” contribution most weeks. Secondly, when there are instability spikes, deviation

components AD" and AC’ tend to predominate.

Oll Component Breakdown (F', D', C', AD', AF', AC')
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FIGURE 5.3: Weekly OII Component Breakdown (F’, D', C', AD', AF', AC")
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5.2 Pre-Forecasting Analysis Results

5.2.1 Log Transformation Results

As illustrated in Fig. 5.4, the original and transformed data sets have been superim-
posed, and a summary of the changes in their distribution is provided in Table 5.2. In
this case, the skewness is reduced by approximately 65%, while the excess kurtosis is

reduced by nearly 90%.

Original and Log-Transformed Oll

) MMMWWMWMM

—— Original Oll
Log(Oll)

2019 2020 2021 2022 2023 2024 2025 2026

FIGURE 5.4: Original OII vs. Log-Transformed OII

TABLE 5.2: Effect of Log Transformation on OII Distribution

Series Skewness Excess Kurtosis
Original OII 1.91 5.98
In(OII) 0.67 0.59




5.2.2 Stationarity Test Results

The table 5.3 shows the ADF and PP test results for both the raw and the logarithm
of OII. In all four cases, the unit root null hypothesis is rejected at the 1% significance
level (p < 0.01). Hence, no differencing is needed. The logarithmic data set is thus

modeled using d = 0. To be honest, I thought it would need at least some differencing,

but perhaps the EMA does that already.

TABLE 5.3: Stationarity Test Results

Test Series Statistic Result

ADF OII —8.63 Stationary
PP OII —8.68 Stationary
ADF In(OII) —8.67 Stationary
PP In(OII) —8.84 Stationary
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5.2.3 Seasonal Decomposition

Figure 5.5 demonstrates the additive decomposition of In(OII) over a period of 52
weeks. Trend increases slowly from 2020 up until 2023 when it starts leveling off, while

the seasonal component demonstrates an average yearly effect on the series.

Observed

Observed

- 0 2 7 P g &P °
Date
Trend

-17

-1.8

Trend
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P 2 o P o

Date

P

Seasonal (period=52 weeks)

Seasonal
(=]
S

- 0 B S P T g S
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Residual

Residual

P 2P S P g P
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FIGURE 5.5: Additive Seasonal Decomposition of In(OII), period = 52 weeks

The calculated strength of seasonality is 0.161, slightly above the threshold of 0.1
according to convention. This level of seasonality is sufficient to support the use of
SARIMAX modeling or even exogenous Fourier regressors, but not high enough for a

truly marked difference from a non-seasonal approach.
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5.2.4 ACF and PACF Analysis

Figure 5.6 shows the ACF and PACF of In(OII) and its first difference, computed out
to 104 lags (two annual cycles). For the undifferenced log-OII the PACF has a clear
lag-1 spike that decays quickly afterwards, and the ACF tails off more gradually, a

textbook signature of a low-order AR plus moving-average process. These plots are

what motivated the p <4, g < 4 search range used in Chapter 4.
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5.3 Forecasting Performance

Table 5.4 compares the five model configurations on the 65-week test set, reported on

both the log-transformed and the original scales.

TABLE 5.4: Forecasting Model Evaluation on Test Set (65 Weeks)

Model Log Scale Orig. Scale
MAE | RMSE | MAPE (%) | MAE | RMSE
Ensemble 0.1747 | 0.2156 17.57 | 0.0246 | 0.0319
ARIMA(0,0,4) 0.1911 | 0.2219 19.94 | 0.0270 | 0.0325
SARIMAX(2,1,4)+Fourier | 0.1831 | 0.2206 18.54 | 0.0258 | 0.0325
Prophet 0.1981 | 0.2487 19.90 | 0.0275 | 0.0360
HW-ETS 0.2247 | 0.2775 22.37 | 0.0321 | 0.0416
Reviewer-sanity baselines
Naive (RW): g, =y 0.1976 | 0.2404 19.30 | 0.0276 | 0.0351
Seasonal-Naive (s = 52) 0.3045 | 0.4048 36.68 | 0.0472 | 0.0692

On the original OII scale the ensemble comes out best on every metric: MAE 0.0246,
RMSE 0.0319, MAPE 17.57%. SARIMAX is the strongest single model on the log
scale (RMSE 0.2206), as one would hope given that it is the only one of the four that
explicitly models the moderate annual seasonality. ARIMA(0,0,4) is a close second

and is by far the cheapest to refit, which is something to keep in mind for deployment.

The two naive baselines are included as reality checks. The seasonal-naive forecast
(Ut = yi—52) is comprehensively beaten by every trained model. Its RMSE (0.0692) is
more than twice the ensemble’s, which confirms that simply repeating last year’s value
is not a serious strategy here. The plain random-walk baseline (g = y;—1), however,
is much harder to beat. Its RMSE of 0.0351 is only about 10% above the ensemble.
That gap is real but modest, and it largely reflects the high week-to-week persistence
the EMA smoothing introduces. The trained models do extract genuine signal beyond

inertia, but it would be dishonest to oversell the size of the improvement.
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5.3.1 Statistical Significance: Diebold—Mariano Test

A difference of a few thousandths of an RMSE between two models is not very mean-
ingful unless one checks that it is unlikely to be noise. The Diebold—Mariano (DM)
test [13] with the Harvey-Leybourne-Newbold small-sample correction [14] is the stan-
dard tool. It is applied here to the squared one-step forecast errors. Table 5.5 reports
the test statistics with the ensemble as the reference.

TABLE 5.5: Diebold-Mariano test: Ensemble vs. each alternative (squared loss,
h = 1). Negative DM with p < 0.05 indicates the ensemble is significantly more

accurate.
Comparison DM stat | p-value | Verdict
Ensemble vs. SARIMAX —0.768 | 0.4454 | no significant difference
Ensemble vs. ARIMA —0.699 | 0.4871 | no significant difference
Ensemble vs. Prophet —2.366 | 0.0210 | ensemble better (p < 0.05)
Ensemble vs. HW-ETS —3.476 | 0.0009 | ensemble better (p < 0.001)
Ensemble vs. Naive (RW) —1.640 | 0.1059 | no significant difference
Ensemble vs. Seasonal-Naive —3.737 | 0.0004 | ensemble better (p < 0.001)

The picture is mixed. The ensemble is significantly more accurate than Prophet, HW-
ETS and the seasonal-naive baseline, but its margin over SARIMAX, ARIMA and
the plain random-walk is not statistically significant at the 5% level. So the ensemble’s
main contribution here is variance reduction across model families rather than a strictly
better point forecast, which is more or less what one would expect when combining

four moderately correlated predictors.

5.3.2 OII Weight Sensitivity

A reasonable concern about the headline result is that it depends heavily on the chosen
weights (w;_3, ws—¢) = (1.0,0.5). To check this, the OII was recomputed under four al-
ternative weighting schemes and the SARIMAX model was refitted on each (Table 5.6).
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TABLE 5.6: OII weight sensitivity. SARIMAX rolling 1-step-ahead RMSE on the
test set under five weight schemes.

Weights (abs, dev) | OIl mean | RMSE (orig) | MAPE (%)
(1.0,0.5) default 0.1573 0.0325 18.54
(1.0,1.0) equal 0.1573 0.0325 18.54
(1.0,0.25) low-A 0.1428 0.0329 21.59
(0.5,1.0) A-heavy 0.1935 0.0316 13.72
(1.0,0.0) absolute-only 0.1210 0.0335 29.51

RMSE varies from 0.0316 to 0.0335 across the five schemes, a spread of less than
+3% around the default. So the forecasting result is robust to reasonable changes in
the weighting. The default (1.0,0.5) is retained mainly for interpretability: it down-
weights the noisier first-difference deviations relative to the absolute components while

staying within 3% of the best-performing scheme.

HW-ETS and Prophet are the weakest individual performers. The HW-ETS confidence
intervals are also wide, which is largely a consequence of trying to estimate a 52-week
seasonal path from fewer than five complete annual training cycles. That is a known

difficulty rather than a bug in the implementation.

5.3.3 Forecast vs. Actual Comparison

Figure 5.7 plots forecast against actual OII for all five configurations. As mentioned in
Chapter 4, all forecasts are produced in a rolling one-step-ahead mode. At each step
the previous true value is fed back into the model state before the next prediction.
This is essential. The first version of this evaluation that I ran used a single multi-
step forecast from the end of the training set, and the predictions all collapsed to a
flat line within a few weeks. That is technically what a stationary process should do,
but it is not what an operator would actually see if the model were redeployed every
week. Prophet captures the short-term wiggles fairly well; HW-ETS shows the widest
uncertainty bands (again the 52-week seasonal estimation problem); the ensemble sits

in the middle and tracks the actual series most consistently.
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All Models — Forecast vs Actual (Test Period, Rolling 1-Step-Ahead)
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FIGURE 5.7: Forecast vs. Actual OII — All Models (Test Period: Sep 2024 — Mar
2026)

5.3.4 Residual Diagnostics

Residual adequacy is checked with the Ljung-Box test (autocorrelation, lags 10 and 20)
and the Jarque-Bera test (normality). Non-rejection of Ljung-Box (p > 0.05) means
the residuals look like white noise, i.e., the model has used up the available temporal

structure. Jarque-Bera matters because parametric confidence intervals assume normal
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residuals. If it is rejected, the intervals should be taken with a pinch of salt. Table 5.7

summarises the results.

TABLE 5.7: Residual diagnostics on the 65-week test period. LB(¢) = Ljung-Box
p-value at lag ¢; JB = Jarque-Bera p-value.

Model Mean | Std | LB(10) | LB(20) | JB | White noise? | Normal?
ARIMA —0.054 | 0.217 0.544 0.381 | 0.141 yes yes
SARIMAX | —0.023 | 0.221 0.443 0.262 | 0.121 yes yes
HW-ETS 0.012 | 0.279 0.594 0.887 | 0.520 yes yes
Prophet —0.009 | 0.250 0.002 0.001 | 0.263 no yes
Ensemble —0.020 | 0.216 0.569 0.484 | 0.043 yes no

Both ARIMA, SARIMAX, HW-ETS, and the ensemble satisfy Ljung-Box at lag 20,

implying that they do not exhibit any significant autocorrelation among their residuals.

This is the exception with Prophet, whose p-value drops to 0.001 at lag 10, matching

its poor predictive performance and inability to correctly deal with mean reverting

behavior through its trend-changepoint model. Finally, Jarque-Bera holds with good

certainty for the single-family models, but is slightly violated by the ensemble model,

as p = 0.043. The reason behind this result is that combining multiple predictors leads

to slightly heavier tails compared to each one individually. Residual time series for each
model are presented in Fig. 5.8, where we see that ARIMA and SARIMAX stay within

420 throughout most of the testing period, occasionally having an outlier sitting right

atop the worst observed weeks.
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Model Residuals — Test Period
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FIGURE 5.8: Test-Period Residuals for All Models. Dashed lines mark 20 bounds.

5.4 Early Warning System Results

The alert thresholds derived from training-period percentiles are P;p = 0.176 (Warn-
ing), Pso = 0.194 (High Risk) and Py, = 0.229 (Critical). Application of Training-only
Percentiles This decision has been made to prevent any leakage of test period statistics
into the alert generation process. This is because the point prediction of a stationary
mean reverting series converges to the long-run historical mean, which is an intrinsic
property of such series and nothing smarter can be done about it. The Early Warning
System has therefore been designed on three levels, namely: 1-week operational alert

(Point + 95% confidence intervals); 4-week tactical forecast; and 5-12 weeks forecast.

5.4.1 Calendar-Augmented Deployment Model

The forecasting SARIMAX model includes two deterministic calendar predictors be-
yond the Fourier terms: one that captures the week containing Belgian public holidays
and another that takes into account weeks when children are on school holiday breaks.
Since both indicators are known in advance for any point in the future, that’s precisely

why they are valuable in probabilistic multi-week forecasts. Honestly, the in-sample



39

evidence for them is weak: an ablation on the full series gives AIC = 13.91 for Fourier-
only versus AIC = 16.90 for Fourier + calendar, and the holiday and school-break
coefficients are individually not significant (p = 0.59 and p = 0.39). They are kept any-
way, because their forward-looking deterministic value is what matters operationally,

not their in-sample fit.

5.4.2 Walk-Forward Horizon Degradation

The three-tier reporting needs to be justified, not just asserted. A walk-forward h-
step-ahead evaluation of SARIMAX (Fourier 4 calendar) was carried out on the test
period for h € {1,2,4,8,12} weeks. Table 5.8 summarises the results and Figure 5.9

plots the degradation curve.

TABLE 5.8: Walk-forward h-step-ahead error of SARIMAX (Fourier + Belgian cal-
endar) on the test period.

Horizon h (weeks) | n | RMSE (orig) | MAPE (%)
1 65 0.0324 18.40
2 64 0.0368 21.78
4 62 0.0368 22.49
8 o8 0.0362 22.57
12 54 0.0370 23.35

Original-scale RMSE inflates by only 1.14x from h = 1 to h = 12, so the error degrades
fairly gracefully. This is again a consequence of the EMA-smoothed log-OII series being
mean-reverting. That said, beyond about four weeks the point forecast carries very
little information beyond the historical mean, which is the main reason the third tier

reports probabilities only.

5.4.3 Three-Tier Probabilistic Forecast

Exceedance probabilities are computed analytically from the ensemble’s predictive dis-

tribution, which is far cheaper than Monte Carlo simulation and was easier to debug.
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FIGURE 5.9: Walk-forward forecast error of SARIMAX (Fourier + Belgian calendar)
versus horizon h € {1,2,4,8,12} weeks. Both RMSE and MAPE inflate by only
~1.14x from h =1 to h = 12.

With pyp and o4y, the ensemble mean and standard error on the log-OII scale at
horizon h,
POl =2 T) = 1 — @ s ), (5.1)

Ot+h

with ® the standard normal CDF. The ensemble standard error combines the per-model
variance with the inter-model spread (which is a rough proxy for model uncertainty).
The Tier-1 alert is mapped from P(OHZTgO): CRITICAL (> 0.50), HigH (0.30-0.50),
ELEVATED (0.15-0.30), Low (< 0.15). The cutoffs are admittedly somewhat arbitrary.
I picked round numbers that produced a reasonable distribution of alerts on the test

period.

Table 5.9 reports the 12-week ensemble forecast covering 30 March-15 June 2026. The
next-week point forecast is OIl = 0.173 with a 95% CI of [0.100,0.299] and a 33.9%
probability of exceeding Ty, mapped to a Tier-1 alert of HiIGH. Over the four-week
tactical horizon P(OII > Ty) falls from 33.9% to 22.5%, and the extended outlook flags
two later peaks: week 7 (mid-May, P = 28.8%) and week 12 (mid-June, P = 31.6%).



41

TABLE 5.9: Twelve-week probabilistic ensemble forecast (back-transformed to OII

scale).
Wk | Date | OII | 95% CI | P(>Trn) | PCTio) | PC>Too) | Tier-1 Alert
Tier 1 — 1-week operational alarm (deployable)
1| 2026-03-30 | 0.173 | [0.100,0.299] | 47.2% | 33.9% |  15.7% | Hicn
Tier 2 — J-week tactical outlook
2 2026-04-06 | 0.162 | [0.076,0.347] 41.6% 32.2% 18.7% | HicH
3 2026-04-13 | 0.155 | [0.073,0.331] 37.1% 28.1% 15.7% | ELEVATED
4 2026-04-20 | 0.144 | [0.066,0.314] 30.3% 22.5% 12.1% | ELEVATED
Tier 3 — extended outlook (probabilities only)
5 | 2026-04-27 | n/a n/a 24.0% 15.1% 5.6% | ELEVATED
6 | 2026-05-04 | n/a n/a 27.5% 17.0% 5.8% | ELEVATED
7 | 2026-05-11 | n/a n/a 37.8% 28.8% 16.2% | ELEVATED
8 2026-05-18 | n/a n/a 33.5% 23.6% 11.1% | ELEVATED
9 2026-05-25 | n/a n/a 28.8% 20.0% 9.2% | ELEVATED
10 | 2026-06-01 | n/a n/a 28.8% 19.8% 9.0% | ELEVATED
11 | 2026-06-08 | n/a n/a 27.4% 18.0% 7.3% | ELEVATED
12 | 2026-06-15 | n/a n/a 40.0% 31.6% 19.3% | HicH
Tier-1 alert from P(> Tg): HiGH > 30%, ELEVATED > 15%, Low otherwise.

Figure 5.10 pulls the EWS together into a single dashboard-style figure. Panel (a)
overlays the historical OII with the three thresholds and shades the Tier-2 (green) and
Tier-3 (grey) forecast windows; panel (b) shows the next-week point forecast with its
95% CI alongside the most recent actual OII; panel (c) plots the 12-week exceedance-
probability curves; and panel (d) reproduces the horizon-degradation curve from Fig-

ure 5.9.

5.4.4 EWS Classification Quality (Test Period)

For a more concrete assessment, each test-period week was treated as a binary classifi-
cation problem: alarm (forecast OIl > Pry) versus Normal. Predictions come from the
rolling 1-step-ahead ensemble back-transformed to the OII scale; ground-truth labels
come from applying the same training-derived thresholds to the actual OII. Out of 65
test weeks, 9 are actual alarm weeks. The ensemble forecast triggers 4 alarms, of which

1 is a true positive. The resulting confusion matrix is TP = 1, FP = 3, FN = §,
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Probabilistic EWS Dashboard -- Belgian Railway Operational Instability
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FIGURE 5.10: Probabilistic EWS dashboard: (a) historical OII with thresholds and

forecast tiers, (b) 1-week operational alarm with 95% CI and tactical markers, (c)

exceedance-probability profile versus horizon, (d) walk-forward forecast error versus
horizon.

TN = 53, giving precision 0.250, recall 0.111, F1 0.154, and a low false-alarm rate of
0.054. Across the five alarm episodes for which a preceding forecast alarm exists, the

median forecast—actual lead time is 2 weeks (mean 1.8, max 4).

These numbers are honestly not great if one reads them as a classifier scorecard, and
it is worth being transparent about why. There are three key structural reasons why.
The first is the EMA span-4 smoothing, without which it would have been impossible
to forecast the series in the first place; the one-step-ahead prediction will suppress any
spikes below the threshold that are restricted to a single week. The second issue is the
imbalance between the number of alarmed cases (only 9 alarms out of 65 weeks). The
per-week metric with such small number of data points suffers from very large confi-
dence intervals, making its interpretation as an operational ROC curve questionable.
The third, and likely the most important, reason is that the deployed system provides

exceedance probabilities (Tier 2 and Tier 3), but does not produce binary predictions.
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Thus, the true measure of performance here is not the balance of positive and negative

instances, but calibration of the posterior distribution.

5.5 Discussion

Some notes about observations that didn’t really fit elsewhere into their own sections:

The composition analysis (Figure 5.3) reveals that there are different dominant types
of disruptions during each of the high OII events. For example, some peaks result from
bursts of delays or deviations, while other peaks result from bursts of cancellations. A

univariate measurement system would never be able to recognize this pattern.

All four trained models and the ensemble outperform both naive baselines on original-
scale RMSE. However, the gap to the random-walk baseline is modest (0.0319 vs.
0.0351, ~10%) and is not statistically significant under the Diebold-Mariano test. The
ensemble’s principal contribution is therefore variance reduction across model families
rather than a strictly superior point forecast. The seasonal-naive baseline, on the other
hand, is decisively beaten (0.0692 vs. 0.0319), confirming that simple year-on-year

repetition is inadequate for this series.

The 17.57% MAPE looks high in isolation, but it reflects the difficulty of forecasting an
index that aggregates several stochastic disruption processes. External factors that one
would expect to matter (weather, infrastructure condition, planned engineering work,
staffing levels) are simply absent from the input data, and they probably account for
a meaningful chunk of the residual error. Adding such features would be a natural

follow-up but lies outside the scope of this thesis.

Finally, the alarm thresholds depend on training-period percentiles only, so the test-
period evaluation is genuinely leakage-free. Because the thresholds reflect a specific
network’s own operational norm, they would need to be recalibrated when the historical

record is extended or when a different railway operator’s data is used.



CHAPTER 6

Conclusion and Future Work

This final chapter pulls the work together and lists the directions that, in my view,

would be the most useful next steps.

6.1 Conclusion

The aim of this thesis was to take the kind of incident data that railway operators
already collect and turn it into a single, forward-looking number that says something
useful about overall operational health. The Operational Instability Index (OII) is the
result. It combines six normalised components, incident frequency, cumulative delay,
cancellation count, and the rolling-baseline deviations of each, into a bounded weekly

score on [0, 1].

The entire pipeline consists of data loading, weekly aggregation, an 8-week shifted
rolling baseline, leak-proof Min-Max scaling, a weighted OII algorithm with Exponen-
tial Moving Average, logarithmic transformation, stationarity check (ADF, PP tests),
and detection of seasonality. It was tested on 318 weeks of Belgian Railways accident

data (891 observations, January 2019 — January 2026).

Four time series forecasting models (ARIMA, SARIMAX with Fourier harmonics,
Prophet, HW-ETS) were trained on 253 weeks of data and validated with a rolling

44
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one-step ahead approach for 65-week out-of-sample testing period. Important results

include:

e The log transformation transformed skewness from 1.91 to 0.67 and excess kur-
tosis from 5.98 to 0.59, resulting in properly behaved residuals of the ARIMA-
family:.

e o ADF and PP tests reject the null of unit root at 1% significance, hence the series
In(OII) is stationary and differencing is not necessary (d = 0). I anticipated
having at least one order of differencing. The EMA smoothing performs this

operation, in part.

e Seasonal decomposition yielded a strength of seasonality of 0.161, moderate,
which explains the inclusion of the SARIMAX model while not expecting any

spectacular gains compared to non-seasonal forecasting.

e On the original scale, all four trained models and the ensemble forecast per-
formance exceeded that of the two baselines. The performance compared to
seasonal-naive is decisive. Performance against the random walk model is closer,
(~10% improvement) and, under the Diebold-Mariano test, not statistically sig-
nificant. Hence the forecast performance improvement over the inertia-based

model is marginal.

e Ensemble performed the best in terms of accuracy on the original scale: RMSE
= 0.0319 and MAPE = 17.57%. Its added value is variance reduction among

models of different families rather than pure performance superiority.

e Residual diagnostics show that the residuals generated by the four family- based
models are properly behaved (Ljung-Box test for autocorrelation and Jarque-Bera

for normality).

A three-tier early warning mechanism (Critical, High, Elevated, Low) was deployed
using training-period OII percentile thresholds (Pro, Pso, Poo), which keeps the eval-
uation leakage-free. The system produces a twelve-week rolling forecast and shifts
railway monitoring at least one step away from purely reactive delay reporting toward

something forward-looking.
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The honest summary is that the OII pipeline works and that the forecasting layer is
useful, but there is no claim here of a dramatic improvement over a sensible random-
walk baseline. The contribution is more in the framing, a bounded, interpretable
composite index that is straightforward to compute, sensitive to the right things, and

amenable to standard time-series tooling, than in any single number on a leaderboard.

6.2 Future Work

Several directions look promising and would be the natural next steps:

e Exogenous covariates. Weather, infrastructure age, planned engineering work
and staffing levels are all almost certainly informative and were absent from this
study. Adding them would test whether the residual error really is driven by

these external factors, as suspected.

e Per-line and per-region OII. Per-line and per-region OIIl. The aggregation
at the level of the railway system may obscure line- or region-specific sources of
stress. Hierarchical modeling,where we derive OII sequences based on regions
reconciling to the system OIIl,would give the rail operators more specific insight

into their system’s performance.

e Threshold tuning.The alerting thresholds are chosen based on percentiles from
the training dataset. Rounding the Tier-1 map breakpoints introduces some
ad-hoc decision-making into the framework that should really be replaced by a

formal, cost-sensitive threshold selection on a separate held-out validation sample.
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